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Abstract

NGO coordination bodies face a variety of challenges in decision making and information sharing.  To address these challenges, we propose a multidisciplinary research effort that seeks to improve ICT coordination of NGO’s using a cognitive agent architecture to simulate organizational structure of coordination bodies to find optimal organizational design that can improve ICT coordination for disaster relief, especially for development countries.
1
Introduction
In the past two years the world has experienced several major natural disasters, including the south Asian tsunami, hurricane Katrina and the Pakistani earthquake. These tragedies have highlighted the need for improved decision making and greater levels of coordination in humanitarian relief, particularly in the area of information and communication technologies (ICTs). Also, an efficient deployment of ICTs during the relief process can pave the way for subsequent economic and social development as many relief agencies are also involved in international development. This is particularly true in developing countries, where disaster response may make available resources, such as ICTs, that were previously unobtainable [Maitland et al 2006]. While there is a consensus that this issue needs to be addressed and efforts to improve relief services  are currently under way, it is unclear how this goal can best be accomplished. 

One approach taken by non-governmental organizations (NGOs) has been to organize ‘coordination bodies,’ whose goals are to improve the efficiency of ICT use in disaster relief through greater coordination. These ICT coordination bodies may be temporary, special initiatives, undertaken independently with donor funds or through the auspices of larger, general inter-agency bodies such as InterAction, or they may be permanent incorporated non-profit organizations that undertake ICT coordination as their exclusive mission, such as HumaniNet.

The goal of improving coordination in any area of disaster relief is challenging. Organizations, both governmental and non-governmental, operate in conditions of extreme uncertainty. The uncertainty has many sources, including the sporadic nature of disasters, the lack of warning associated with disasters, and the wide array of actors who may or may not respond to any one disaster. This uncertainty increases the need for information, but at the same time research has shown that the amount of operational information flowing through an organization during a disaster can be overwhelming [Knuth, 1999]. In these circumstances appropriate ICTs could make substantial improvements in the disaster relief process. 

In addition to the impediments arising from the disaster relief context, NGO coordination bodies face a variety of challenges in decision making and information sharing that are unique to their particular context. First, many of the NGOs involved in disaster relief compete for donor funds. In this competition information is seen as a strategic asset. For example, an assessment of the disaster site (information) may identify a demand for goods that cannot be met by current funds, thus prompting a request to donors. The accuracy of the assessment information is therefore critical. Since ICT-related coordination and decision making inherently involves the sharing of such information with competitors, this creates a challenge. Second, the coordination bodies must also overcome significant differences in the size and scope of relief NGOs. Coordination on an ICT system may require a smaller NGO with comparatively meager resources and lower ICT capacity to integrate its system with a larger, well-funded NGO.  Third, due to geographic or commodity specialization strategies employed by some NGOs, it is typically unclear which organizations will be involved in responding to any particular disaster.  This uncertainty requires that coordination approaches remain flexible to new or different organizations. 

To address these challenges, a variety of coordination bodies with different missions, organizational forms, and decision processes exist. Some coordination bodies attempt to coordinate intensely among a small subset of NGOs, while others target larger memberships and less complex interactions. Given these differing goals, it is unclear which decision processes and organizational designs work best for a given mission. While improved decision making is important for improving coordination outcomes, the extent of improvements will be constrained by organizational designs that define, in part, decision rights and processes. Thus, synchronized improvements in decision making and organizational design are required to truly enhance performance. 

However, while improvements in current designs can result in incremental improvements, significant improvements may require a more radical approach.  In this paper, we describe a multidisciplinary research effort that seeks to improve ICT coordination by non-governmental international humanitarian assistance organizations by using acognitive agent architecture to simulate organizational structures of coordination bodies to find optimal organizational designs that will help improve ICT coordination.This multidisciplinary approach draws its foundations from organization science and artificial intelligence. The application of these various theoretical perspectives to this problem results in a series of research questions that must be addressed.  In this paper, we focus on the role of artificial intelligence in this research, which is using a cognitive agent architecture to simulate decision makings of coordination body.

2
Background
In this section, we discuss related work in ICT coordination, organization design, and decision making for effective coordination.

2.1
Coordination Environment 

Successful ICT coordination in disaster relief will require that a coordination body both overcome the challenges and take advantage of the benefits presented by its environment. These inter-organizational  challenges are of both a general and relief-context nature [Thompson, 1967], as well as relating specifically to coordination in the ICT realm.  

First, inter-organizational coordination on ICT faces both organizational and technical challenges. Among the barriers to information sharing at the organizational level are turf as a form of resistance to change, integration experience, and technology acceptance. Conflicting organizational goals and priorities are also significant barriers for any collaborative IT project. In addition to organizational challenges, technical and information-related challenges arise from incompatibility or specific complexity of hardware, software, and telecommunications systems, as well as mismatched data structures and incompatible database designs.

Second, the ICT capacities of the individual NGOs can also present a problem. In deploying ICTs, relief NGOs typically face constraints such as a lack of staff, lack of ICT skills, donor-imposed limitations, and distributed organizational structures. The first two of these constraints are inherent in the non-profit sector. However, for relief NGOs the problem is exacerbated by the emphasis on low overhead. Donors demand that most of their money be spent directly on victims, relegating items such as staff salary and IT equipment to the ‘overhead’ category. This constraint leads agencies to rely on volunteer staff who, in general, are less skilled and more transient, presenting additional challenges for ICT system development [Corder, 2001]. Furthermore, demands for close donor relations while simultaneously serving diverse populations requires a distributed organizational structure. In such an organization uniform ICT deployments are challenging. 

While the environment can pose many challenges to coordination, the inherent interdependencies can also facilitate coordination. Empirical studies on inter-organizational coordination have found that informal contacts, good historical relations with other organizations, common commitment, existence of common language, accessibility to other organizations, professionalism, standardization, structural similarities, scarce resources and frequent external communications all serve to enhance coordination efforts [Bui et al., 2000]. Our own research on inter-organizational coordination in the area of ICTs for relief reflects these more general findings, and in particular found that NGOs’ top three motivations for working with another agency were 1. mission 2. to fulfill a resource need and 3. prior experience in cooperation [Maitland, 2005]. 

Thus, it is in this external environment with its benefits for and barriers to coordination that the need for coordination bodies has emerged. However, these coordination bodies are themselves organizations and as such represent an internal environment that will have its own unique influence on the effectiveness and efficiency of ICT coordination. Research on the influence of organizational characteristics for IT projects, which inherently deal with information sharing issues, has found that centralization, organizational culture, strategy, and size, all influence IT project success. Similarly, we seek to understand the influence of the internal environment or organization design on coordination body decision making, information sharing, and coordination outcomes.

We define organizational design as the structures and processes that organizations use to achieve desired organizational outcomes. The organization must choose from a set of structural alternatives, organizational arrangements, and organizational role relationships with the intention of facilitating strategic accommodation to the environment and the implementation of the organization’s strategy.

2.2
Organization Design
To understand the relationship between organization design, information sharing and decision making we focus on three specific aspects of an organization’s design: 1. structure, 2. decision rights and 3. governance/control. These areas and their associated constructs are summarized in Table 1 below. These variables were chosen for two reasons. The first is their relationship to decision making. Currently, the coordination bodies in this investigation are facing problems in making decisions about coordination. While it might appear that organizations that join or affiliate with a coordination body would always decide to coordinate, anecdotal evidence suggests otherwise. Hence we seek to understand how decision making, particularly through the specification of decision rights, might be improved. The second reason is the need to integrate the influence of stakeholder perspectives on members’ information sharing policies and decision making processes. Considering governance and control will enable us to identify the mechanisms through which powerful stakeholders such as donors influence coordination decision making. 

	STRUCTURE
	DECISION RIGHTS
	GOVERNANCE



	Formalization
	Centralization
	Coercive: Enforcement

	High Formal: Mechanistic
	Centralized decision Making
	Strong

	Low Formal: Organic
	De-Centralized decision Making


	Weak

	Division of Labor
	Member’s  Representative power
	Reward: Enticement

	High specialization
	High
	Strong

	Low specialization
	Low 
	Weak


Table 1: Specification of Organization Design Constructs

In relation to organization design, by organizational structure we mean the formal system of task and authority relationships that control how organizations coordinate their actions and use resources to achieve organizational goals [Jackson et al., 1982]. Two dimensions of organizational structure are deemed fundamental: formalization and specialization.  Formalization and standardization are defined as the conformity to specific organizational norms and the extent to which rules, procedures, instructions, and communications are written. Organizations with high levels of formalization and standardization will be seen as mechanistic while those with low will be seen as organic. Specialization or differentialization is the process by which an organization allocates people and resources to organizational tasks and establishes the task and authority relationships within the division of labor. When examining the structure of the coordinating body we will seek to identify the vertical and horizontal forms of differentiation, internal levels of hierarchy and specialization of members’ responsibilities and activities.

Within our category of decision rights we address the issue of authority. By authority we mean the ability to control organizational resources. We look at this issue from two points of view, from within the coordinating body, and between the coordinating body’s members and their home organization. In the first case we examine the centrality of the authority within the coordinating body [Pugh et al., 1968]. The central question is what shape does the authority structure within the coordinating body take, centralized at the top of the structure or delegated to members at all levels of the coordinating body. In the second case we ask the question how much authority does each member have over the resources of his or her home organization.

In our third category we examine organizational governance and control. All organizations must control and coordinate their members to achieve organizational objectives. All organizations desire a certain level of compliance from members [Etzioni, 1975]. When members fail to meet this level of compliance organizational processes are invoked in a concerted, deterministic, effort to restore compliance. All organizations have three basic methods available to control members behavior; coercive control, material control and normative control. In the coordination bodies controls are most likely to be reputational, that is a mixture of what is commonly known as coercive and normative. We examine this via reputational rewards and punishments within the coordination body as they are applied to the member’s home organizations. Reputational rewards result from the ability to provide positive reinforcement for desired behavior.  Conversely, reputational coercion reflects the potential to inflict punishment, either by withholding a reward or expertise or by using referent power to threaten social exclusion. The result is a reduction of behavioral variability among organizational members.

The coordination bodies examined in this study would like to find an optimal design that accounts for their specific environment and strategies. In particular we will help them assess the relationship between their organization design and its implications for making coordination decisions. For them, criteria for assessing an optimal organization design might include the degree of consensus on a decision or the time it takes to make the decision. These criteria represent a departure from traditional intra-organizational design criteria such as the fit between organizational information processing requirements and capacities, sub-unit purposefulness and profitability, and managerial costs/salaries.
2.3
Decision Making for Effective Coordination
While the first step to improving coordination is to identify potentially beneficial organization designs, the next step is to test them. To understand the relationship between the coordination body organizational design and decision making we will run simulations and study how various coordination body design influence the coordination behavior, which will ultimately affect the efficiency of relief supply chains. This requires that we employ a modeling technology with the following three requirements. First, the technology must be able to model the coordination body’s design and decision making process, and the interdependency between the two. In particular structure, decision rights distribution and governance can be realized by modeling each member’s roles and responsibilities and modeling interactions among the members. Second, the technology must be able to model the representative’s decision making that involves considerations of internal policies, coordination body’s governance, current situations and even common sense analysis. Third, the technology must be flexible enough to represent different information sharing policies, since we plan to simulate a range of uncooperative to cooperative information sharing behaviors. 
From pilot data gathered from one of our cases study sites we can provide the following narrative from which we can extend an exemplar of how the organizational data will feed into the simulation and serve as a laboratory experiment for ideal coordination body structure and function. 

The selected coordination body has made two decisions from which we can draw data. The first decision was how the body would spend its funding. The body had received a grant and decided to build a web-based portal to store and share information across member and non-member agencies. One member of the body was awarded a contract to build the web-portal, but not maintain it. The second decision was how the body would follow-up with that decision to ensure the funded project was successful. This decision was to provide ongoing maintained and content for the web-portal and a future structure for site governance. In both cases the structure of the body was similar, having a formal structure in which the members held similar and equal powers and responsibilities. However, at the time of the second decision the body's structure was changing as a less formalized structure was looming several months into the future. In both decisions the members had little ability to make decisions for and/or commit the resources of their home organizations. In the case of the first decision, this did not influence the decision because the choice was well funded from outside the body and the members did not have to draw from their own organizational resources. In the case of the second decision, this was not the case. The maintenance of the portal was not externally funded and the organizational structure was in a state of flux, changing to become less formalized. In neither decision was the any use of overt enforcement or enticement. 

Using our operationalized variables, at the time of these two decision the coordination body can be described as holding the following characteristics, (1) in terms of structure, the body was highly formal (mechanistic) with low specialization, (2) in terms of decisions rights the body was de-centralized with members representative power being low, and (3) in terms of governance the body operated with weak enforcement and weak enticement. 
We will simulate the impacts of various coordination body design on its decisions by leveraging an agent architecture called R-CAST (RPD-enabled Collaborative Agents Simulating Teamwork) [Fan et al., 2005a], that automatically generates teamwork behaviors (e.g., information sharing) from an underlying decision making model.  These capabilities are critical because they enable us to simulate the impacts of various organization designs (e.g., structure, decision rights, governance) on the decision making outcomes. R-CAST is based on two underlying cognitive foundations: a shared mental model and a naturalistic decision making model.  We briefly discuss each of these foundations and the R-CAST architecture. Then we explain how to use R-CAST for modeling coordination body.

3
Cognitive Agents with Shared Mental Model 

Up to now we have discussed decision making only as an outcome of organization design.  However, to understand decision making it is also necessary to consider the individuals in the organizational context. More specifically, negotiation further requires a so-called ‘cultural tool kit’ that each member of a team must posses in order to successfully interact and coordinate activities with other members of the team. This cultural tool kit contains procedures by which an individual within a collective entity may handle any situation encountered, it is a repertoire of tacit cultural elements, including attitudes, styles, rituals and beliefs, from which they can construct interpretations of events [Swidler, 1986]. Items in the tool kit must have elements in common in order for coordination to occur. 

These common elements are established as collaborators, such as the representatives to the coordination body, who develop experience with tasks and each other, and in effect develop shared mental models [Levesque et al., 2001]. These models allow them to coordinate implicitly [Endsley, 1995]. Shared mental models are a type of team knowledge that members have in common about the task and each other [Cannon-Bowers et al., 1993].There can be multiple mental models shared by team members at any given time [Mathieu et al., 2000]. Most of the shared mental model research literature focuses on real-time tasks, and less attention has been devoted to empirically showing how these models affect coordination in more asynchronous and geographically distributed collaboration [Espinosa et al., 2001].

In the domain of high performance teams, the shared mental model (SMM) concept has been used to explain many of the human behaviors, including, but not limited to, anticipating information needs of teammates, and proactively seeking and gathering information relevant to these needs (especially when they are overloaded) [Cannon-Bowers et al., 1990].  SMM suggests that high performance teamwork is often a result of an overlapping mental model about the structure and the process of the team, as well as the status of the team. The degree of mental model that is shared determines the performance of coordination. If two agencies understand each other’s tasks and have a common goal, the two agencies can successfully coordinate. 

Team cognition theory confirms the role of SMM in team collaboration, but does not specify the detailed components and structure of the SMM.  To realize a computational representation of the SMM, one needs to either have a high-level language to specify the SMM, or to adopt a generic model for a “context” that has a wide range of applications.  Since many team activities are related to decision making, we adopt a naturalistic decision making model called Recognition-Primed Decision (RPD), which is based on how humans actually make decisions, as the basis of a computational SMM in cognitive aids.  The RPD model claims that in complex situations human experts (e.g., disaster relief personnel) usually make decisions based on the recognition of similarities between the current decision situation and previous decision experiences [Klein, 1989]. One of the important features of Recognition-Primed Decision (RPD) model is that it incorporates information seeking as a critical component of the decision making process.  Identifying missing information for decisions is one of the byproducts of the “cue matching” phase of the RPD model, which compares the current situations with “cues” of previous “experience” in the model.  Based on this realization, the model allows the possibility of seeking additional information, or generating recommendations based on currently available information.  

These two cognitive foundations are critical for the proposed research.  First, they enable us to investigate the impact of different coordination body designs not only on their decision outcomes, but also on the underlying cognition (e.g., weak/strong shared mental model) of the coordination body, which may give us further insights about various complex trade-off regarding coordination among NGO’s.  Second, the two together provide a holistic theoretic framework that integrates information/knowledge of (mental model) with decision, task, and process (RPD). One way to realize this holistic framework computationally is to develop an intelligent agent architecture (e.g., R-CAST) that synergistically integrates concepts from these two cognitive foundations.  

3.1 R-CAST: RPD-enabled Collaborative Agents Simulating Teamwork

RPD-enabled Collaborative Agents Simulating Teamwork (R-CAST) is a software agent architecture that models and simulates teamwork using a computational RPD decision process shared within a team [Fan et al., 2005a; Yen et al., 2001]. Even though efforts have been made to empower agents with RPD models, they have only focused on team decision makings [Kreps et al., 1994]. Using the RPD model as a shared mental model of the team, R-CAST provides a flexible framework to simulate different types of coordination structure, decision rights, and information sharing policy. The R-CAST agent architecture consists of six major components: (1) RPD decision module, (2) task manager, (3) process manager, (4) information manager, (5) communication manager, and (6) knowledge base.   We briefly describe the main components of R-CAST below and explain their role and contribution in modeling and simulating coordination body.

The RPD decision module implements a computational decision process that is inspired by the cognitive RPD model introduced in the previous section.   Like the cognitive RPD model, the RPD module compares past experiences (represented in a symbolic form) with the current situation in the knowledge base for decision making. The RPD module works with the information manager to simulate both proactive information sharing and reactive information sharing.  Proactive information sharing involves anticipating information needs of other teammates based on a SMM about their decision process (i.e., the collaborative RPD). We will elaborate on this later when we discuss two relevant components (i.e., knowledge base and information manager).

The task manager processes a plan, which is a collection of tasks organized by their dependency relationship, selected by the RPD module.  An important function of the task manager is to assign tasks in the plan to agents in the team based on team organizations (e.g., division of labors specified as roles), resource constraints, etc.  The current team structure model in R-CAST, which is based on a high-level teamwork language called MALLET [Fan et al., 2005b], specifies the following: a task (which includes decision-making task and action task) specifies roles required for the task; a role is defined by the capabilities it requires; an agent specification describes the capabilities it has; a team is defined by a collection of agents.  It is worthwhile to point out the task assignment is dynamically made based on the current state of the environment during the simulation process. This enables us to study the impacts of disaster types as well as organization designs on the performance of the coordination body.  

The process manager implements tasks assigned to the agent, each of which contains preconditions, termination conditions, fail conditions, effects, a contingency plan, and a process body. According to the semantics of these constructs specified in [Fan et al., 2005b], the process manager executes the process body after it verifies that the preconditions are satisfied.  If the termination conditions (for success) or the fail conditions are detected to be true during the execution of the process, the process manger terminates the process.  If it is terminated by a failure condition, the associated contingency plan is invoked.  Further information about the language and the semantics of the process specification can be found in [Fan et al., 2005b].

The knowledge base stores all information and knowledge (represented in the form of logic inference rules) that the agent has about the external “world”, the team (e.g., the current decision-making task of the team), and the agent itself (e.g., its roles).  The knowledge is used to generate information dependency relations (IDR), which is used by the RPD module to determine what information is relevant to a decion-making task. If a piece of information is relevant but unknown, an information requirement will be created and passed to the information manager for seeking the information from other agents.

The information manager simulates information sharing behavior of each agent based on information sharing policy.  Even though R-CAST can simulate different information sharing policy, its design focused on information sharing among collaborative members of a team. In the proposed research, we will extend of R-CAST to explicitly capture information sharing policy to accommodate non-collaborative (or partial-collaborative) behavior.

The communication manager governs inter-agent communication. An agent may either initiate a new conversation or simply follow existing ones. The manager organizes related messages into conversation sessions, and monitors the development of on-going conversations. 

In the next section, we focus on the use of R-CAST cognitive agent architecture in simulating coordination body.

4 Simulating Coordination Body Using RPD-enabled Cognitive Agents

R-CAST can simulate various organization structures of the coordination body using its team structure model.  For instance, a high specialization structure can be modeled by defining various specialized roles within the coordination body, and their relationship to the decision-making task (e.g., an assessment task for food requires an agent that can play that specific role).  A low specialization structure, in contrast, has very general role (e.g., any NGO can perform any assessment task). 

The modeling of decision rights of the coordination body involves extending the task manager of R-CAST to capture the “authority” of decision-making.  This will enable us to represent different representative powers of a coordination body’s members. The information manager will be extended to capture strong or weak information sharing policies.  We will elaborate in Section 2.2 how R-CAST will be extended for the proposed research.

Finally, using R-CAST to simulate a coordination body involves eliciting domain knowledge, and representing the elicited domain knowledge as experiences, procedures, organizational knowledge, rules, strategies, and policies.   The source of the knowledge elicitation includes existing literature on relief efforts, coordination bodies, as well as from research team members serving as subject matter experts.
Even though R-CAST offers the features described above for modeling the coordination body, it needs to be extended for simulating various coordination body designs. In the coordination body model up to twenty representatives to the organization will be modeled as agents, defined by influences from both their NGO ‘parent’ affiliation as well as the coordination body itself. In particular, each agent will be modeled using an information sharing preference (open/closed), an information sharing decision formula (preference versus implications of control mechanisms), and information sharing rules derived from the coordination body organizational design (structure, decision rights, and control mechanisms). Results for a particular design will then be compared with results from modified designs, generating a coordination outcome/organizational design sensitivity analysis. 

Agent models are created according to the six design settings specified in section 2.2. Each of the settings will be realized by agent configurations, which define each agent’s internal mental states as well as the interrelations across the whole agent organization. We also plan to extend the agent architecture to incorporate some functions that are currently not available. Table 2 illustrates how some of the design settings will be realized through agent configurations.

	Organization Design Conditions
	Organization Design Settings
	Agent Configurations

	Formalization
	Mechanistic
	Well defined workflow processes

	
	Organic
	High degree shared mental model

	Specialization
	High specialization
	Agents with specialized capabilities

	
	Low specialization
	Agents with general capabilities

	Centralization
	Centralized decision-making 
	Centralized decision-making agents

	
	Distributed decision-making
	Distributed decision-making agents


Table 2. Realization of Organization Design Models through Agent Configurations

Formalization specifies what drives the coordination among the body members. Mechanistic coordination is driven by well defined workflow processes. Hence, the corresponding agent models will be configured with explicitly represented process knowledge regarding how to coordinate. By contrast, the organic coordination is driven by mutual understanding of each other. Such mutual understanding allows members to coordinate even in situations when predefined workflows are unavailable. In R-CAST, the organic coordination is realized as a shared mental model, which consists of an overlapped knowledge set including rules, procedures, and responsibilities. 

Specialization specifies how capabilities are distributed among the body members. Responsibilities in a coordination body with high specialization are easy to identify. Low specialization, however, requires stronger coordination in order to determine who can make what decisions. The task management component in the R-CAST agent architecture can define the agent capability and coordinate the task assignment among multiple agent members. High specialization corresponds to agent models with specialized capabilities; low specialization corresponds to agent models with general capability sets.

Centralization and representative power specifies how decision rights are allocated among the body members. A centralized organization design allocates decision rights to a few central decision makers. We can configure the agent organization so that decision capabilities are assigned to a few decision making agents and other agents are decision support agents. A decentralized organization distributes decision rights to its members. In another word, the members have high decision powers. Therefore, the corresponding agent model should reflect the setting by assigning the decision authorizations to member agents. 

The coordination body’s control is based on a reputation feedback mechanism in which the coercive control specifies the degree of negative feedbacks and the reward control specifies the degree of positive feedbacks. As the current R-CAST agent architecture is designed for studying cooperative behaviors, it only has limited capabilities for modeling non-cooperative behaviors. Reputation management needs to be developed to model the reputation based coordination control. In addition, agents should consider reputation consequences when making a decision. In a strong coercive control, negative reputation consequence should carry a high weight when making a decision; in a week coercive control negative reputation consequence carries a low weight. Similarly, agents can model the reward control by adjusting the weight of positive reputation consequences.

The current R-CAST agent architecture is capable of modeling the following organization design settings: formalization, specialization, and centralization. New features including authorization control and reputation management will be developed for modeling the non-cooperative behaviors that are based on the design settings of representative power and organization controls. With these accommodations, we will make further changes to reflect various organization designs to perform the organization design sensitivity analysis. 

Decision making in the coordination body may be an on-going process, however the disaster creates an important incentive to more forward with existing plans or to create new ones. Thus, the Coordination Body Simulation is launched at the occurrence of a disaster using a disaster data set, in particular one with variables that are related to coordination body decision making. With this disaster data set we can explicitly account for some contextual uncertainty through the use of these probabilities. Furthermore we can include a measure of sudden-onset versus not-sudden disasters that enable us to relate the importance of rapid response. 
5 Conclusion
While non-governmental organizations represent just one part of the disaster relief industry, they play a very important role. Alone, organizations such as Save the Children and the American Red Cross raised $261 million for tsunami relief and $1.2 billion for Katrina relief, respectively. They also provided water and shelter to 625,000 tsunami survivors, including 250,000 children, and housed 160,000 Katrina evacuees. These efforts lay an important foundation for the subsequent economic and social development required to restore the lives of disaster victims and may enable communities to use the investment in ICTs made during the response to propel them to a higher level of development than previously existed [Maitland et al. 2006]. However, the potential to achieve these levels of development will be shaped in part by the efficiency of the disaster relief effort. Improved disaster relief requires superior coordination and the research discussed above aims to achieve it. 
In particular, this research leverages an existing cognitive agent architecture to simulate ICT coordination bodies for NGOs, thereby making it possible to study the impact of alternative organization structures and information sharing policies on the performance of the coordination decisions.  It will have significant impacts for the disaster relief industry by helping improve ICT-related coordination, which in turn can help reduce suffering and help save lives. These gains are especially needed in the context of developing countries where the resources deployed during a disaster response may represent a unique opportunity for further development.
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